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ABSTRACT
Wireless networks provide a combination of mobility, reduced wiring costs, and access to difficult-to-reach locations.
However, many uses of wireless networks are limited by the
total available spectrum. Cognitive radios show promise for
exploiting underused spectrum to greatly increase the benefits of wireless for several applications. At the same time, future radio designs are emerging that combine multiple radios
that can each tune from 100MHz to 7500MHz with a 40MHz
modulation or greater. These radios present new opportunities and challenges for access networks – they can simultaneously operate in the propagation-rich 500-700MHz bands
and in the bandwidth-rich 3000-6000MHz bands. These radios can sense and transmit across widely separated bands,
providing sufficient isolation to allow simultaneous operation; or at varying power levels, overcoming receiver desensitization. This paper seeks to examine the challenges faced
by the media access and system control for future cognitive
radio systems that integrate multiple radios with very wide
tuning and sample bandwidths.
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(a) 700MHz
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Figure 1: Sample radio propagation at 700MHz and
3500MHz; green regions receive acceptable signal while
red regions have poor SNR.
demonstrated that only a fraction of the available spectrum
is in use at one time or even over a multi-day period. Many
spectrum allocation rules have specific limitations based on
the frequency of the allocation. This is often done because
of the propagation or reach of different spectrum bands.
For example, Figure 1 shows the effective radio range for
a 3500MHz and a 700MHz radio if both radios are mounted
at the same location and use the same transmission power.1
The red regions indicate poor reception, while the green regions indicate good reception with the yellow falling in between. Despite the fact that the hypothetical radio tower (indicated by the circle) is placed on a hill, the rolling hills
in the region pose problems for 3500MHz signals because
those signals can’t “reflect” or “diffract” around objects such
as hills. One reason licensed frequency allocations control
both power and location is to compensate for propagation
differences.
The “TV White Spaces” (TVWS), or frequencies available after the transition to digital TV, use an amalgam of
license strategies. The proposed license rules includes a
combination of power restrictions, sensing of other spectrum

INTRODUCTION

New radio technologies, such as software defined cognitive radios, will allow wireless systems to use many different
spectrum bands, enabling many innovative uses of wireless
networks. Relying on existing spectrum allocation methods will hamper that innovation. In this paper, we argue
that many existing spectrum allocation methods can be better handled by an on line database or distributed allocation
system that can preserve existing spectrum policies while allowing the broader use of underutilized spectrum for new
applications.
Spectrum Management: Revolutionizing the way that
spectrum is managed is essential to enabling new wireless
applications. Most spectrum is licensed, meaning that specific frequency ranges are used for specific purposes or users
and cannot be used by others. Understanding how spectrum
can be better used requires understanding how it’s currently
allocated and the technical reasons behind those allocations
as well as how new technologies have influenced spectrum
allocation now and in the future.
A number of “spectrum occupancy studies” [9] have

1
These plots were developed using the Radio Model software available at http://www.cplus.org/rmw/english1.html in
combination with USGS topographical terrain maps. This particular map is the area surrounding Buckhannon, West Virginia. The
software used the Langley-Rice propagation model.
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improved. Furthermore, range would be enhanced by
increasing the power to the antenna port to the regulatory
maximum. In the UK, operation in the licensed 2GHz band
permits an EIRP for a 10MHz signal of up to 61 dBm [6].
Assuming the BS is able to supply 45dBm to the port of a
16dBi antenna, the downlink range is predicted to increase to
2.1 km as illustrated in Fig. 10

Fig. 8. A color-coded map of the continental USA with the effective number
of MHz of spectrum opened up by the FCC white-space rules assuming
transmitters at a 1km range.
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Fig. 9. A color-coded map of the continental USA with the effective number
of MHz of spectrum opened up by the FCC white-space rules assuming
transmitters at a 10km range.

Figure 2: Estimated available TVWS bandwidth
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Figure 10. Simulation operating range at EIPR of 61 dBm
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This is a simplification - the actual rate is based on the SNR of
the signal at the receiver, and factors such as fading and multi-path
come into play; however, the data shown in this plot was validated
by Tran et al. [13] in their study and similar fall-off of high modulations is common in most wireless PHYs.
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Radio Architecture: The Shannon-Hartley capacity limit
of C = B log2 (1+SN R) indicates that total channel capacity is proportional to the available bandwidth but grows only
logarithmically with increased signal (if noise is constant),
and that it falls rapidly with increased “noise” or interference
(if signal is constant). Most existing spectrum allocations for
data networks are divided into “channels” that are small (525MHz) compared to the desired wireless throughput. Most
physical layers use different modulations to achieve overall acceptable bandwidth. For example, Figure 3 shows the
effective throughput vs. distance for a Mobile WiMAX evaluation when using a high-gain antenna. The most efficient
modulation (64QAM 3/4) provides ≈5 Mb/s of throughput;
the least efficient (QPSK 1/2) provides ≈1 Mb/s. If an omnidirectional antenna pattern is used, only ≈ 8% of the area
served by that WiMAX access point achieves the higher
modulation; 44% of the served area receives the lower rate2 .
The complication with such narrowband multiple modulation methods is that high power levels are needed to achieve
high rates, but the increased power then increases interference with adjacent users. This is particularly troubling in
dense, urban environments; Kawade et. al [8] compared the
available throughput from TV White Spaces (TVWS) and
2.4GHz and 5GHz band. Because the 5GHz band attenuates
more rapidly, it is possible to use higher power levels within
a house; those bands also provide more spectrum, so that total throughputs are higher. The TVWS (400-700MHz) provide better “penetration” and as the map in Figure 2 shows,
the bands are good as “long range” networks; Kawade found
that in an urban area, the TVWS bands should be used at a
moderate power level to avoid interference limitations with
neighboring networks.

VII. CONCLUS

This paper has presented a the
WiMAX physical layer using the
channel model. The simulation w
802.16e-2006 standard. PER and
presented for each link-speed on the

The simulated results were com
test results from a carrier-class
involved driving around the basesta
a laptop computer. The final compa
excellent agreement, indicating tha
to predict performance for a range
power levels, and antenna configura

16QAM 1/2
64QAM 1/2
64QAM 2/3

4

beyond 21dB the BS is expected t
thus reducing the observed SNR.

[5]

[6]
[7]

-2

10

Figure 4: CRKit GENI Cognitive Radio Kit
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The greatest discrepancy occurs at the highest SNR values.
systems are beginning to have those capabilities. As part of
an NSF/GENI project, we are participating in the development of a “wide tuner” cognitive radio with Rutgers University and Radio Technology Systems. A planned future version of the GENI CRKit radio, as shown in figure 4, will be
able to modulate a 500MHz signal across the same 100MHz7500MHz spectrum; this design does have the added complexity (and introduced non-linearity) of tuners.
Achieving “high bandwidth” wireless networks (with
10’s-100’s of Mb/s), requires modulating over a wide spectrum or with high power; that spectrum does not need to be
contiguous, although almost all existing wireless networks
assume contiguous spectrum. Existing cognitive radio standards and hardware are typically focused on addressing a
single spectral band or application. For example, the IEEE
802.22 [7] cognitive radio standard is designed for operation
in 6MHz TV channel to provide service to a small number
of subscribers. The CogNeA [14] standard similarly uses
narrow bands to use TVWS for home applications. The proposed Microsoft White-Fi [1] model has similar restrictions
- a relatively narrow channel restricted to the TVWS band.
High throughput wireless networks can either involve multiple radios with wide tuning ranges (such as the four radios
in CRKit) or radios that both have a wide tuning range and a
wide modulation bandwidth.
These “wideband” radios face challenges that are novel
for practical radio data networks. Radios need to “notch
out” transmission and reception in parts of the spectrum
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In short, we envision a network of radio nodes that have one
or more heterogeneous radio interfaces each able to flexibly construct signals to fill a radio band chosen from a wide
range of bands. The goal is to rethink current radio network
protocols to develop new protocols able to fully exploit these
capabilities. We specifically seek to exploit flexible PHY radios by designing a new MAC capable of operating in heterogeneous network and coexist with incumbent and other
secondary networks in the vicinity.

Figure 5: Spectrogram captured using a vector signal analyzer showing over-the-air transmission of multiple packets using non-contiguous OFDM from a SDCR
transmitter.
to avoid any interference with the incumbent. Traditional
methods for control involve variable width analog filters that
are both costly and complex. Another approach is to use a
non-contiguous OFDM (orthogonal frequency division multiplexing) waveform. Using our current generation softwaredefined cognitive radio platform, we have built a physical
layer that allows precise control of the frequencies in which
we transmit. A sample waveform is shown in Figure 5. Modulating, much less controlling, a very wideband OFDM signal is difficult because of the sizable I/O throughput needed.
In a (to-be-published) paper [5], we have described an architectural interface for “software defined cognitive radios”
(SDCR) that allows efficient control of such NC-OFDM
waveforms.
The Opportunity and Challenge for Wireless Data
Networks: The research challenges we address in this paper include:

2.

CHALLENGES

In this section, we detail the major research challenges in
developing a ‘wide-tuner’ ‘wide-band’ cognitive radio network. The first topic involves the MAC, PHY and coordination issues when radios can operate across 100–7000MHz
using one more or radios concurrently; the second involves
the additional challenges of very wide modulation (e.g. being able to modulate across a 100–500MHz region of spectrum). The last challenge involves the signaling and coordination of collections of networks operating across wide
spectrum ranges and with wide modulation.

2.1

• Current radios and spectrum allocation policy are
tightly bound to the notion of “channels” that are, in
part, a historical part of spectrum allocation influenced
by practical radio design of the time. What does a radio system look like when “channels” are conventions
rather than mandates?

Which Spectrum To Use?

Most existing work on cognitive radios has focused on
control over a relatively small section of the radio spectrum. Often, this has involved methods such as dynamically allocating spectrum blocks [16, 15] or adaptive channel widths [3], allowing more power to be placed in a subset of the spectrum and reducing contention overhead. The
“White-Fi” effort [2] extends these techniques, and is being
pursued as an IEEE 802.11af standardization effort. Similarly the 802.22, CogNea or ECMA 392 standardization efforts cover the use of a single spectrum region (the TV white
spaces), and often focus on narrow-band channels of 6MHz.
These efforts address important problems – the coordinated use of a (relatively) large block of under-utilized spectrum in the face of incumbents. But these efforts don’t take
advantage of the full range of available spectrum. As the
propagation example in Figure 1 illustrates, different parts of
the RF spectrum have different propagation characteristics.
These differences can be exploited automatically, but most
network standards and research focus on networking withing constrained bands, much as has been done with the bulk
of cognitive networking research. There are some sound
reasons for these limitations, including e.g. the disparate

• The ability to operate over a wide radio spectrum may
cause radio designs to look at the application characteristics of data streams when making PHY or MAC
decisions. Factors such as power levels, achievable (or
needed) modulation rates and the ability to trade total
spectrum against each of these makes the decision of
where and how to modulate more complex.
• Networks operating in a wide band need to know how
to coordinate the stations within the network. This includes sensing when spectrum is no longer suitable for
an application and deciding (and communicating) new
resource allocations.
• Being able to modulate across a large spectrum allows communication to multiple stations simultaneously, but there are a number of PHY and MAC layer
3

size of antennas needed for different spectrum - antennas
are proportional to the wavelength, meaning transmitting at
100MHz (3m band) would require an antenna 6 times the
size of transmitting at 600MHz ( 0.5m band). These differences become less significant at higher frequencies where all
antennas are small, and there are many segmented and wideband antenna designs that handle a wide range of frequencies
with little loss.
For radio standards using a fixed function radio, focusing
on a narrow spectrum range makes sense because the characteristics of fades, nulls and interference in different spectrum
increases the complexity of controlling e.g. the delay spread
introduced by multipath. However, software defined cognitive radios (SDCR), with their capability to dynamically
adjust parameters to modulation techniques, can begin to exploit the full range of this spectrum. This allows an SDCR
to balance the use of lower frequency bands for long-range
networks (e.g. “last mile”) with the need for more spectrum
overall.
Although existing regulations focus on licensed vs. unlicensed models, it is possible to use broad swaths of spectrum
without interference as shown in the Ultra-Wideband and
ECMA-368 standards. Those wireless networks use very
low-power signals across large sections of the spectrum; interference is controlled by the low power levels. Even in the
absence of such ultra-wideband techniques, bands with unlicensed or lightly licensed models exist with different characteristics (TVWS, 900MHz ISM, 2.4GHz, 3.625, 5GHz,
60GHz). Having a network that plays off one spectrum band
vs. the other is a novel way to expand the data rate and efficiency of wireless networks.
However, we observe that there are many MAC and PHY
issues that need to be resolved for this to be possible. Ignoring the license issues (“can I use this spectrum”), dynamic
channel sounding may be needed to determine interference,
propagation, fading and multipath characteristics in situ. In
addition, the MAC may seek to schedule flows to different
spectrum based on the application demand. For example,
it may make more sense to direct a high-rate unidirectional
media flow over e.g. 5GHz (where there is more aggregate
spectrum) than at 600MHz that may have limited spectrum
in the presence of primary users. Likewise, the decision
to use multiple spectrum bands can separate users and reduce the overhead of contention based protocols [15]; alternatively, efficient signaling and coordination methods such
as SMACK may benefit from short-term uses of spectrum
with good propagation characteristics.
The availability of spectrum can be determined locally by
sensing [12], or be supplied by Radio Environment Maps
(REMs) [10], or a hybrid approach merging local and global
information [17]. With a given database of information
about spectrum availability, it is now a challenge for the
MAC to optimally use the spectrum. Our focus will be
on determining what spectrum makes the most sense to use
rather than on the specific sensing mechanism.

The specific tasks to be examined are mechanisms to dynamically determine channel models that are suitable for
making spectrum allocation decisions and the use of signaling methods like SMACK to coordinate different radios to
the use of different spectrum bands. In addition, since the
radios used for this work can sample only a subset of the
available spectrum, the transmission and reception of packets must be coordinated to insure that both the sender and receiver have one or more of their receivers in the proper band;
our initial assumption is that a TDMA MAC will be needed,
but it is also possible to constrain the frequencies used to
reduce the need for re-tuning one of the receivers. We are
in the process of modeling this problem using an optimal
primal-dual formulation that balances throughput gains from
lack of contention overhead with the overheads of retuning.

2.2

How Much Spectrum To Use?

Just as different parts of the spectrum greatly influence the
propagation of signals, the amount of spectrum used greatly
impacts either the bandwidth, the potential for interference
and the MAC overhead. If different receivers are allocated
their own spectrum, then contention-based MAC overheads
can effectively disappear. Likewise, the ability to allocate
arbitrary spectrum amounts to individual flows or receivers
means that capacity can be allocated at a much finer granularity than in traditional “channelized” MACs. Alternatively, if interference with adjacent networks is a problem,
it’s possible to move a receiver to a wider channel that is used
at much lower power spectral densities, much like UltraWideband networks. Balancing each of these against the
other, as well as the properties and goals of different receivers, complicates the MAC scheduling of the available
spectrum.
Channelization is the most common approach to using the
spectrum in the cognitive radio domain. However, the presence of a narrowband incumbent might render an otherwise
wideband channel unusable and lead to under utilization of
the spectrum. At the same time narrowing down channels
leads to multiple channels to which a device needs to tune
to communicate. Restricted channelization becomes a fundamental limit in opportunistic exploitation of the spectrum
using a wideband radio. Hence, we propose a generalized
concept of channel width, which only depends on the bandwidth of the radio front ends on a communicating link and
the available spectrum. Without this restriction, the AP can
now decide on the optimum bandwidth and tuning frequency
that can cater to a group of compatible devices using multiuser techniques like OFDMA, while avoiding the part of
the spectrum occupied by an incumbent. The underlying
data rate (or resistance to errors) can also be controlled by
adjusting the OFDM parameters depending on the radio environment in which the links are communicating. This is further facilitated by our previous work on blind synchronization of a non-contiguous OFDM waveform [6] as it eliminates any requirement of prior bandwidth negotiation. Thus,
4
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Figure 6: Multiradio Wideband Heterogeneous Network
the MAC layer of the AP will play a significant role in determining the spectrum management depending on the available spectrum, the radio environment, and the bandwidth requirement of participating clients to optimize the end-to-end
throughput.
Figure 6 shows an example of one such heterogeneous
network, where the AP has two radios, each tuned to a different frequency. Also, the bandwidth of the radios are different (200MHz and 500MHz respectively in this example).
Radio 1 of the AP is communicating with Client 1 and Client
4, while Radio 2 of the AP is communicating with Client 2
and Client 3 over different widths of non-contiguous spectrum. Similar multi-user communication can also take place
overlapped in frequency by using novel techniques discussed
in our prior work on group rate adaptation [11]. This secondary network coexists with a Primary transmission and
another secondary network. We envision that the MAC, capable of communicating in this heterogeneous radio environment and achieving high end-to-end throughput will face
several inter-related scheduling and allocation decisions.
Clearly, using a wide 100-500MHz receiver allows a radio
to transmit across a broader spectrum. In most heterodyne
radio systems that use a “mixer” to modulate a carrier frequency, demodulation requires that the senders and receivers
are on the same center frequency fc . This constrains the selection of frequency bands used by different receivers unless
it is possible to cause all receivers to “re-center” their center frequency. Rather than allocate purely contiguous spectrum to a single receiver, it may be more appropriate to use
non-contiguous spectrum – this is made possible using the
NC-OFDM modulation described in §1.
Very wide band radios also complicate the the coordination or timing of messages. Radios usually use a preamble to synchronize the reception of messages. A receiver
starts decoding the message once the preamble is detected.
However, many concurrent radios can start transmitting simultaneously or at arbitrary times in a 100–500MHz band.
One possible MAC design would require all transmitters
to follow a time-synchronized schedule; this is similar to
the OFDMA unlink used in systems like WiMAX. Another
method would be to extend the “blind synchronization” work
described earlier to distinguish between multiple receivers.

2.3

Coordinating Multiple Radio Networks

We believe that sparse, rural environments will see some
of the greatest benefit from wide-spectrum and wide-band
networks because along with sparse population comes less
spectrum congestion. However, the goal of our research is to
allow wireless networks to expand their usage up to the point
that they begin to interfere with neighboring radio networks;
whether that involves 60 km wireless networks in the TVWS
or 30 meter networks in 5GHz, there is benefit to increasing
the spectrum or power used up to the point that it does not
cause interference.
Coordinating transmission power control and spectrum
band allocation between different networks is essential to
overall wireless LAN throughput. Analysis has shown [8]
that in realistic deployments the TVWS spectrum suffers
increased interference with neighboring networks at low
power levels (because of enhanced propagation), and suggests partitioning network usage with e.g. low datarate traffic using the TVWS bands and higher datarate traffic using
the 5GHz band. However, in the absence of other interference, it makes sense to use both bands.
Spectrum database approaches are nascent; existing methods primarily describe the location of primaries and power
levels. Cognitive radios are assumed to be reactive to the
behavior of that primary; however, how does a purely reactive wireless network understand that they are simply located next to a pushy neighbor network? One approach is
to “poke” users in desired spectrum to determine if they can
relocate. We believe a coordinated strategy will be more
effective, but that the information needed in these mechanisms will involve a combination of localized sensing and
communication coupled with a database approach with an
extended schema. The localized communication (e.g. using a small slice of high-propagation spectrum) can inform
stand-alone stations or stations disconnected from the Internet; the database or distributed system approach can yield
more effective or meaningful negotiation by involving parties beyond adjacent neighbors.
We hypothesize that describing the intent of a spectrum
5

allocation as well as the actual allocation will also be critical; for example, if a wireless network is using a combination of the TVWS and 2.4GHz bands simply because the
spectrum was available and the propagation was better (or
lowered power) than using the 5GHz band. In the presence
of a new user, both networks might switch to the plentiful 5GHz band (which limits interference), even though it
means higher power levels are needed. Alternatively, one
network could have constraints, such as significant need for
the high propagation characteristics of the TVWS band to
reach remote video or sensing equipment. These intents or
constraints come close to embedding policy decisions about
priority access to spectrum in the spectrum database, but
each party will be able to act on the intents individually – in
essence, we will define a series of etiquettes to share spectrum allocation decisions, much as existing contention protocols coordinate spectrum timing decisions.
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CONCLUSION

Cognitive radios present many opportunities for improved
bandwidth and connectivity, but those opportunities require
a control framework that can reason with the complex physical properties of the full radio spectrum coupled with the
cognitive radios increased number of control dimensions.
This paper analyzes the opportunities of Cognitive Radio
network as well as the challenges that will be faced in MAC,
and PHY layer with overall coordination of the network in
presence of primary and other secondary networks.
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